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Comment on: An Accelerated Learning Algorithm
for Multilayer Perceptrons: Optimization Layer by

Layer
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Abstract|

The present letter analyzes the performance of the neural
network training method known as Optimization Layer by
Layer [1]. We show, from theoretical considerations, that
the amount of work required with OLL-Learning scales as
the third power of the network size, compared with the
square of the network size for commonly used Conjugate
Gradient training algorithms. This theoretical estimate is
con�rmed through a practical example. Thus, although OLL
is shown to function very well for small neural networks (less
than about 500 weights per layer), it is slower than CG for
large neural networks.

Second, we show that OLL does not always improve on
the accuracy that can be obtained with CG. It seems that
the �nal accuracy that can be obtained depends strongly on
the initial network weights.

Keywords| Neural Network, Training, OLL, Conjugate
Gradient.

I. Introduction

In Ref. [1], a new method for training Multi-Layer Per-
ceptron (MLP) neural networks was introduced: Optimiza-
tion Layer by Layer (OLL). The method is based on the
linearization of the nonlinear activation functions of the
neural network (also known as sigmoids), thus leading to
a linear optimization problem for each network layer. The
error made by linearizing the activation functions is ac-
counted for by a penalty functional, whose inuence is var-
ied (through a parameter �) to maintain optimum conver-
gence. The neural network is then optimized in an iter-
ative procedure, whereby in each iteration the weights of
each layer are optimized by solving a set of linear equa-
tions. The algorithm is designed in such a way that the
total error of the network decays monotonically.

This method provides a viable alternative to standard
gradient-descent optimization methods, and we have found
that it is quite powerful. However, claims as to speed and
accuracy are grossly exaggerated by the authors and the
present comment is meant to put the algorithm's perfor-
mance in perspective. In doing so, we shall restrict our-
selves to the algorithm as proposed by the authors. For
numeric comparisons, we shall use both an example given
by the authors and an example of our own.
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II. Speed of OLL-Learning

First, we discuss execution speed. The main work of
the algorithm is done in a) the construction of the matrix
(for each layer) that gives the set of equations for the lin-
earized optimization problem and b) the actual solution of
the equations. As the authors point out, part b) can be
optimized by using a Cholesky decomposition. As a side-
remark, we would like to mention that in general it is neces-
sary to regularize the matrix to avoid numerical problems,
e.g. by adding a small number (we used one-hundredth of
the smallest absolute value of all matrix elements) to all
elements of the diagonal of the matrix. Even using an
optimum Cholesky decomposition, the number of oating-
point operations required in part b) is considerable: about
N3=3 for the factorization and about 2N2H for the solu-
tion of the set of equations; here N is the total number of
weights in the layer to be optimized, and H is the number
of target nodes for the same layer.
However, in most of the cases we studied the algorithm

spent the largest part of execution time in a), the construc-
tion of the matrix. Here we focus on the optimization of the
hidden layer as described in Ref. [1], the optimization of the
output layer being similar. The number of oating point
operations (multiplications and summations) per iteration
and per layer (cf. Eq. (36) in Ref. [1]) is 4K for each matrix
element (K being the number of data in the training set),
i.e. about 4N2K operations in total. However, some op-
timization is possible: �rst, the product vklinh � xkm can be

calculated beforehand, avoiding about 2N2K multiplica-
tions; and second, the double symmetry of the matrix can
be exploited to reduce the number of calculations by about
a factor of 4. In all, that leaves N2K=2 oating point op-
erations. Taking into account that K must be at least 5 to
10 times N in order to avoid over�tting, the total number
of oating point operations is at least (5� 10)N3=2.
These considerations make the application of OLL-

training to large neural networks problematic, since the
work required grows as N3. On vector computers, the in-
nermost loop in part a), i.e. the loop over K, can be vec-
torized, implying a considerable speedup (proportional to
the vector length), but the outermost loops, representing
work of the order of N2, remain scalar.
By contrast, the time per iteration required by a Conju-

gate Gradient (CG) method, although far more di�cult to
estimate since the time required for a particular iteration
depends both on the local di�culty of the problem and
on the iteration history of the minimization, scales roughly
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with NtotK, where Ntot is the total number of weights of
all network layers (cf. Ref. [2]). Thus, since K must again
be at least 5 to 10 times Ntot to avoid over�tting, the time
per iteration for the CG method increases only quadrati-
cally with the network size, whereas the time required for
the OLL algorithm increases with the third power.
To see how the calculation time augments with the net-

work size in a practical example, we have applied the tech-
nique to the problem of approximating the spatial distri-
bution of the magnetic ux of a stellarator by an MLP-1
neural network having the three spatial coordinates as in-
puts and the magnetic ux as output. A more detailed de-
scription of this type of problem can be found in Ref. [6],
although here we are considering a di�erent stellarator (TJ-
IU) [7] than the one considered in the cited paper (TJ-II).
We have applied both the OLL algorithm and the CG

algorithm to train MLP-1 3:H :1 (3 input nodes, H hidden
layers, and 1 output node) neural networks, with H taking
the values 8, 31, 127 and 511 (the numbers are chosen to
achieve optimum vector performance for the CG algorithm
on our Cray J90 machine). In all cases, the number of
examples in the training set was K = 2000. This was done
in order to facilitate comparisons, even though this means
that some over�tting will occur at larger values of H .
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Fig. 1. Comparison of convergence rates for the approximation of a
magnetic ux. Calculations are done with both the OLL and the
CG method for a 3:H:1 network; the number H takes the values
8, 31, 127 and 511 and is indicated for each curve. The horizontal
axis is the iteration count.

From Fig. 1 one observes that the OLL algorithm shows
very good convergence rates in terms of iteration count,
and especially at small values of H the reached accuracy
is higher than the one reached by the CG algorithm for
the same initial conditions. This looks very promising, but
comparing the CPU time (Fig. 2) another picture emerges:
convergence is still fast and good for low values ofH , but as
H increases things get worse: at H = 127, the performance
of OLL and CG is equivalent, while at H = 511, the CG
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Fig. 2. Comparison of convergence rates for the approximation of
a magnetic ux. Calculations are done with both the OLL and
the CG method for a 3:H:1 network; the number H takes the
values 8, 31, 127 and 511 and is indicated for each curve. Data
are the same as in Fig. 1. The horizontal axis is the CPU time
in seconds.

algorithm beats the OLL algorithm. These observations
are easily understood from the scaling behaviour with N
(proportional to H) deduced in section II. It seems that
the maximum number of hidden nodes for which the OLL
algorithm still presents an advantage over CG is around
H = 127, corresponding to a total number of network
weights of about 500.

III. Accuracy of OLL-Learning

Claims for the accuracy that can be obtained by OLL-
Learning as made in Ref. [1] are truly impressive: e.g. the
accuracy obtained for predicting a chaotic Lorenz time se-
ries is given as -128 dB for the training set (Section 4B in
the cited paper). According to the de�nition of the Nor-
malized Root Mean Squared Error (NRMSE) by the au-
thors (Eq. (49)), this corresponds to a relative Root Mean
Squared (RMS) error,

Ddk � yk
2E1=2

D
kdk � hdkik

2
E1=2

of 3:98 � 10�7, or 0.00004 %. This is di�cult to believe, so
we decided to repeat the calculation exactly as described by
the authors. The Lorenz time series was calculated entirely
according to their speci�cations, with the same initial con-
ditions, using a Runge-Kutta method to integrate the equa-
tions with a time step of 0.01 seconds and eliminating the
�rst 3000 points of the calculated series to avoid transients.
This time series was then used to train a 5:8:1 (number of
input, hidden and output nodes, respectively) neural net-
work, taking �ve successive samples as the input vector and
the next sample as the output vector. We trained the net-
work both using the OLL training scheme and a Conjugate
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Gradient method. The Conjugate-Gradient (CG) method
we used is the E04UCE subroutine of the Numerical Al-
gorithms Group (NAG) [3], which is essentially identical
to the SOL/NPSOL subroutine described in Ref. [4]. This
method can be described as a modi�ed quasi-Newton se-
quential quadratic programming (SQP) method. The com-
putation time required for an iteration in this method can
be greatly reduced by supplying the derivatives of the er-
ror functional with respect to the network weights to the
subroutine. It has been shown by us in earlier publications
that these derivatives can be calculated analytically in a
very simple manner for MLP networks [2], [5].
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Fig. 3. Comparison of convergence rates for the prediction of a
chaotic Lorenz time series. Continuous line: Conjugate Gradient
method. Dotted line: OLL.

From Fig. 3, it is at once obvious that (1) the spectacu-
lar error levels as cited by the authors are not reached even
remotely, and (2) OLL is not better than our Conjugate-
Gradient method. The Conjugate Gradient method we
used, however, reproduces the error levels obtained by the
FRR Conjugate Gradient method that was used in Ref. [1]
quite well. We have observed that the OLL training scheme
often reaches saturation after a relatively small number of
iterations (i.e. the parameter � begins to grow inde�nitely
without obtaining any reduction in the error), which is sen-
sitively dependent on the initial network weights. We cut
o� calculations at that point. In our case, we have used
a random number generator, generating numbers in the
range (-1, 1), to initialize the network weights. The OLL
training curve shown in Fig. 3 is a typical one; the �nal re-

construction absolute RMS error,
Ddk � yk

2E1=2, either
upon reaching saturation or upon reaching the maximum
number of iterations, varies for di�erent values of the ran-
dom number generator seed, but is always of the order of
0.1. The reported value of 0.00004 % in relative error, or
4:7�10�6 in absolute RMS error, was never obtained. Thus,
we are led to conclude that the case reported in Ref. [1] is
one where, through a very special initial set of network
weights, very good reconstruction errors are obtained, but
that in general no such performance may be expected. In

this respect, it is to be lamented that the paper does not
report how the network is initialized.

IV. Conclusions

We have shown, from theoretical considerations, that the
amount of work required for training a neural network with
OLL-Learning scales as the third power of the network size,
compared with the square of the network size for commonly
used Conjugate Gradient training algorithms. This theo-
retical estimate has been con�rmed through a practical ex-
ample. Thus, although OLL has been shown to function
very well for small neural networks (less than about 500
weights per layer), it is slower than CG for large neural
networks.
Second, we have shown that OLL does not always im-

prove on the accuracy that can be obtained with CG. It
seems that the �nal accuracy that can be obtained de-
pends strongly on the initial network weights. This is at
once obvious from the fact that OLL, like CG, provides a
strictly monotonic descent in reconstruction error. Thus, it
is possible that the algorithm converges to a local minimum
rather than a global one.
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